
Pareto Optimization of CNN Models via Hardware-Aware Neural
Architecture Search for Drainage Crossing Classification on

Resource-Limited Devices
Yuke Li∗

University of California, Merced
Merced, California, USA
yli304@ucmerced.edu

Jiwon Baik∗
University of California, Santa

Barbara
Santa Barbara, California, USA
jiwon.baik@geog.ucsb.edu

Md Marufi Rahman
University of North Texas

Denton, Texas, USA
mdmarufirahman@my.unt.edu

Iraklis Anagnostopoulos
Southern Illinois University
Carbondale, Illinois, USA
iraklis.anagno@siu.edu

Ruopu Li
Southern Illinois University
Carbondale, Illinois, USA

ruopu.li@siu.edu

Tong Shu†
University of North Texas

Denton, Texas, USA
tong.shu@unt.edu

ABSTRACT
Embedded devices, constrained by limited memory and processors,
require deep learning models to be tailored to their specifications.
This research explores customized model architectures for clas-
sifying drainage crossing images. Building on the foundational
ResNet-18, this paper aims to maximize prediction accuracy, reduce
memory size, and minimize inference latency. Various configura-
tions were systematically probed by leveraging hardware-aware
neural architecture search, accumulating 1,717 experimental results
over six benchmarking variants. The experimental data analysis,
enhanced by nn-Meter, provided a comprehensive understanding
of inference latency across four different predictors. Significantly,
a Pareto front analysis with three objectives of accuracy, latency,
and memory resulted in five non-dominated solutions. These stand-
out models showcased efficiency while retaining accuracy, offering
a compelling alternative to the conventional ResNet-18 when de-
ployed in resource-constrained environments. The paper concludes
by highlighting insights drawn from the results and suggesting
avenues for future exploration.
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1 INTRODUCTION
In recent years, the field of feature detection out of remotely sensed
data over the outdoor landscape has witnessed a surge in interest
driven by applying advanced technologies to real-world scenar-
ios. The potential to uncover and analyze geographical features
holds significant implications across various domains, from envi-
ronmental management to urban planning and disaster response.
This emerging trend has sparked research endeavors aimed at har-
nessing the power of deep learning and remote sensing data to
achieve accurate and efficient classification of crucial geographical
attributes.

Notably, detecting hydrographic features has garnered substan-
tial attention within this landscape. High-Resolution Digital El-
evation Models (HRDEMs) have emerged as a valuable resource
for capturing intricate geographical details. Accurately identifying
and classifying hydrographic features, such as drainage crossings,
are paramount due to their implications for water resource man-
agement, infrastructure development, and environmental assess-
ment. A foundation of previous works has been established in this
realm, where researchers have contributed to the advancement
of hydrographic feature detection. These efforts underscore the
significance of accurate and efficient classification methods that
leverage the rich information contained within HRDEMs. While
previous works [13, 31, 33] had used deep learning architectures
to solve classification-related problems, to our best knowledge, no
study was done on proposing optimized neural network architec-
ture based on accuracy and inference time trade-off for this problem.
With an optimized deep learning architecture, it will be convenient
for real-time analysis of the desired problem. Moreover, it can also
open a research window to determine the correlation of different
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neural architectures or input feature combinations that affect the
performance of neural networks on that specific dataset.

This paper aims to extend this line of research by presenting a
comprehensive methodology for accurately detecting and classify-
ing drainage crossings using deep learning and remotely sensed
data. Our approach capitalizes on the insights offered by Residual
Networks (ResNets), a class of deep neural networks known for their
exceptional performance in image-related tasks [10]. Specifically,
the ResNet-18 model is employed due to its balance between com-
putational efficiency and expressive power. To make the generated
convolutional neural network (CNN) efficiently run on target de-
vices, nn-Meter [41] was introduced, a framework designed to pre-
dict inference latency on various embedded platforms with limited
computational resources. This framework aids in optimizing model
configurations for real-world deployment scenarios, accounting
for hardware variations that can significantly impact performance.
Furthermore, our research leverages the principles of Pareto front
analysis, a key concept in multi-objective optimization, to explore
the trade-offs between accuracy, latency, and memory usage. By
identifying non-dominated solutions, this paper strives to pinpoint
optimal model configurations that balance these objectives. While
pursuing genuine Pareto optimal solutions remains a challenge
due to the complexity of model configuration spaces, our approach
provides valuable insights into the interplay of objectives within
this context.

In the subsequent sections, we delve into the details of our
methodology, encompassing the ResNet-18 model architecture, the
neural network intelligence (NNI) framework [23] and the nn-Meter
tool [22], and the Pareto Front analysis. We also present our ex-
perimental setup and results, showcasing the effectiveness of our
approach in accurately detecting drainage crossings within diverse
geographical regions. Overall, this paper contributes to the evolving
landscape of geographical feature detection by offering a robust
and comprehensive methodology that embraces deep learning, la-
tency prediction, and multi-objective analysis. Our research aims
to advance the accuracy and efficiency of hydrographic feature de-
tection, facilitating informed decision-making in various domains
that rely on accurate geographical attribute identification.

In summary, our contributions are as follows:
(1) Our study exploits ResNet-18 mode for drainage crossing

detection with six input data combinations (two image chan-
nels with three different batch sizes).

(2) We use NNI to explore different model architectures with
five-fold evaluations, which results in 1,717 NNI experiment
results. And based on the NNI experiment results, we use
nn-Meter to predict latency across 4 predictors provided.

(3) We also discuss the obtained five non-dominated solutions
(which were identified with lower inference latency, lower
model memory usage, and comparable inference accuracy
with the original ResNet-18 model.), and discuss the potential
optimizations for this study in future work.

2 BACKGROUND
2.1 Study Region and Datasets
There has been a growing interest in applying advanced tech-
nologies to real-world geographical feature detection in recent

years. Previous works present a notable contribution in this field
by focusing on the detection of hydrographic features using High-
Resolution Digital Elevation Models (HRDEMs) [18, 38]. The study
encompasses four distinct study regions spanning the continental
US: the West Fork Big Blue Watershed in Nebraska, the Vermilion
River Watershed in Illinois, the Maple River Watershed in North
Dakota, and the Sacramento-Stone Corral Watershed in California.
Both HRDEMs and Aerial Orthophotos from each of the study re-
gions were obtained. These datasets, which exhibit varying spatial
resolutions yet are standardized to 1 meter, constitute fundamental
elements for their feature detection methodology. The HRDEM
dataset offers elevation values, while the Aerial Orthophotos com-
prise values for Red, Green, Blue, and Near Infrared channels for
each spatial cell. Leveraging this data, the Normalized Difference
Vegetation Index (NDVI) [26] and the Normalized Difference Water
Index (NDWI) [21] were calculated based on equations 1 and 2,
respectively. Including these additional features becomes a central
concern of their research, potentially enhancing the accuracy of hy-
drographic feature detection. The training data build involves object
segmentation, enabling the identification of distinct features within
the geographical datasets. Specifically, 6,034 training images con-
taining drainage crossings were detected through this segmentation
process. To ensure balanced data for training, an equivalent num-
ber of training images without drainage crossings were obtained
through random spatial sampling. Consequently, comprehensive
training data consisting of 12,068 images was constructed. The com-
prehensive details regarding the datasets from each study region
are illustrated in Table 1.

𝑁𝐷𝑉 𝐼 =
𝑁𝐼𝑅 − 𝑅𝐸𝐷

𝑁𝐼𝑅 + 𝑅𝐸𝐷
(1)

𝑁𝐷𝑊 𝐼 =
𝐺𝑅𝐸𝐸𝑁 − 𝑁𝐼𝑅

𝐺𝑅𝐸𝐸𝑁 + 𝑁𝐼𝑅
(2)

2.2 CNN and Neural Architecture Search
With the wide application of deep learning techniques to scientific
research [27, 28, 37], CNNs represent a groundbreaking develop-
ment in computer vision. These architectures have demonstrated
remarkable aptitude in image classification and object detection
tasks. CNNs leverage their inherent structure to automatically ex-
tract hierarchies of features from input images [15, 17]. Through
convolutional layers, these networks apply filters to capture lo-
cal patterns, and subsequent layers amalgamate these features to
identify more intricate structures. This intrinsic ability to capture
spatial hierarchies has positioned CNNs as fundamental tools in
modern computer vision applications.

Another pivotal advancement in CNN architecture materialized
with the inception of Residual Networks (ResNets). ResNets address
the challenges of training deep networks by introducing residual
blocks. These blocks enable networks to learn residual functions,
simplifying the approximation of the desired mapping. The inte-
gration of skip connections within residual blocks mitigates the
vanishing gradient predicament, thereby facilitating the training
of deeper networks [10, 40]. Among the spectrum of ResNet varia-
tions, ResNet-18 stands out due to its adept equilibrium between
model depth and computational efficiency. Possessing 18 layers,
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Locations DEM Source DEM
resolution

True
sample

False
sample

Total
sample

Aerial Orthophoto
Source

Nebraska Nebraska Department of
Natural Resource 1m 2022 2022 4044

USGS National Agriculture Imagery
Program (NAIP) (1m resolution)Illinois Illinois Geospatial Data Clearinghouse 0.3m 1011 1011 2022

North Dakota North Dakota GIS Hub Data Portal 0.61m 613 613 1226
California USGS 1m 2388 2388 4776

Table 1: Data Sources and Study Regions

ResNet-18 has demonstrated noteworthy proficiency in various
image classification tasks.

Popular CNN architectures, such as ResNet [10], MobileNet [12],
ResNext [39] are designed by experts, which requires a vast amount
of expertise in the domain. This can be a limiting factor for re-
searchers to design an efficient neural network based on limited
domain knowledge, time, and resources. To address this issue, neu-
ral architecture search (NAS) has been proposed [7]. It emerges
as a paradigm shift, automating the process of architecting neural
networks [11, 24, 25]. Rather than relying on human intuitions,
NAS harnesses computational techniques to explore the expansive
landscape of potential architectures, identifying those that exhibit
optimal performance for specific tasks. The three key concerns for
NAS are the search space definition (i.e., all model architectures to
be possibly explored), a search algorithm (i.e., how to select model
architectures, such as, gradient-based methods [36]), and perfor-
mance estimation (i.e., evaluating the performance of the selected
model architectures). The NNI framework provides an adaptable
environment for conducting NAS, facilitating researchers and prac-
titioners in the efficient exploration and enhancement of neural
architectures [20, 41]. The convergence of the established ResNet-
18 architecture with the NNI framework yields a potent synthesis
of deep learning model training and automated architecture search.
By subjecting ResNet-18 to NAS through NNI, a prospect emerges
to unveil potential enhancements tailored to the specific task at
hand. This amalgamation of proven architecture and automated
architectural exploration offers a promising avenue for advancing
model capabilities in our targeted domain. Furthermore, hardware-
aware neural architecture search (HW-NAS) incorporate hardware
resources on target devices into consideration.

3 METHODOLOGY
3.1 Baseline CNN Model: ResNet-18
In the realm of deep learning, Residual Networks (ResNets) have
demonstrated their prowess in achieving SOTA performance across
an array of tasks, most notably within the realm of image clas-
sification [40]. To adeptly and precisely classify locations where
drainage crossings occur, leveraging the insights provided by re-
motely sensed images, the ResNet-18 model was deemed the most
fitting cornerstone. ResNet-18, a member of the ResNet family, com-
prises 18 layers and maintains a relatively lightweight and lower
memory footprint than its deeper counterparts, making it particu-
larly well-suited for scenarios where computational resources are
constrained.

As shown in Figure 1, the ResNet-18 model architecture is com-
posed of an initial convolutional layer followed by four residual
blocks with two convolutional layers for each block. The four resid-
ual blocks allow the network to learn residual functions with inputs.

7 x 7 conv, 64
norm, ReLU

3 x 3 MaxPool

Input Image
100 x 100 pixel

5 Channels
(HRDEM, Red, 
Green, Blue, 
Near IR)

7 Channels
(HRDEM, Red, 
Green, Blue, Near 
IR, NDVI, NDWI)

4 layers of ResNet-18

AdaptiveAvgPool (1 x 1)

fc 512

Output, 2 classes

Figure 1: ResNet-18 model architecture with two types of
input: data with 5 channels and 7 channels.

After the four residual blocks, there is an average pooling layer and
a fully connected layer to produce a final output for categorizing
the given image into relevant drainage crossing classifications.

3.2 Neural Architecture Search: NNI
The exploration of neural architecture through the neural network
intelligence (NNI) [23] framework unfolds within a dynamic search
space, visually depicted in Figure 2. This space is meticulously
defined by the range of options available for fine-tuning the foun-
dational model, ResNet-18, to cater to the specific challenges of
classifying drainage crossings. Encompassing hyperparameters and
model architecture, this search space encapsulates the essence of
our endeavor.

In the realm of hyperparameters, the scope is characterized by
two primary dimensions. Firstly, the batch size, a pivotal hyper-
parameter influencing training dynamics, is investigated across
three discrete values—8, 16, and 32. Secondly, the number of input
image channels assumes significance, offering a choice between
5 and 7 channels, as succinctly portrayed in Figure 1. This dual
exploration underscores hyperparameters’ critical role in shaping
model convergence and computational efficiency.

Figure 2 reveal the architectural modeling, which consists of:
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Conv

- kernel size: { 3, 5 }

- stride: { 1, 2 }

- padding: { 1, 2, 3 }

norm, ReLU

MaxPool

- poolchoice: { yes, no }

- kernel size: { 2, 3 }

- stride: { 1, 2 }

Input Data

(batch, features, 100, 100)

- batch size: { 8, 16, 32 }

- channels: { 5, 7 }

4 layers of ResNet-18
- initial output feature: { 32, 48, 64 }

AdaptiveAvgPool (1 x 1)

FC (initial output feature8 )

Output, 2 classes
Figure 2: Search space utilized for NNI adaptations of ResNet-
18, whose values are denoted by underscores. The configura-
tion showcases combinations of input data characterized by
varying batch sizes and image channels.

• Initial convolutional layer: the initial convolutional layer
of ResNet-18 becomes a focal point for adaptation. Here,
three key parameters—kernel size, stride, and padding come
into play, each of which has distinct search space options
with the numbers 2, 2, and 3, respectively. This orchestrated
interplay of parameters empowers the model’s ability to
capture intricate features within the data.

• Max Pooling layer: as a subsequent layer, the Max Pooling
layer, augments this architectural complexity. Configured
immediately after the initial convolutional layer, this layer’s
structure presents three essential parameters for modifica-
tion. Firstly, the decision to incorporate pooling or not holds
significance, followed by the choice of kernel size and stride
if pooling is to be included. This layer’s adaptive nature
speaks to its potential for enhancing feature representation
within the model.

• FourBackboneBlocks ofConvolutional Layers:A closer
examination of the architecture reveals the backbone’s intri-
cacies, consisting of four convolutional layers in ResNet-18.
Significantly, the choice of initial output feature size for these
layers—drawn from the set 32, 48, 64—serves as the bedrock
upon which the model’s hierarchy is established. With each
subsequent layer, there is an exponential growth in the num-
ber of filters, which dictates both the model’s expressive
depth and complexity. Notably, the ripple effect of these ini-
tial filter sizes extends to the terminal fully connected layer,
wherein its input filter size mirrors that of the originating
layer but is amplified by a factor of four. This methodically

structured design underscores the depth of our research and
highlights our pursuit to find an optimal balance between
performance efficacy and computational efficiency.

Ultimately, the culmination of these architectural considerations
funnels into the final fully connected layer, primed to render a
binary output—a decisive verdict on the presence or absence of
drainage crossings within the input image. This comprehensive
architectural exploration within the NNI framework not only high-
lights the richness of NAS, but also underlines our commitment to
optimizing model performance for the specific task at hand.

As an outcome, the defined search space yields 288 distinct model
configurations for every combination of input data. It’s worth not-
ing that certain configurations may coincide due to the ‘no pool’
option for the pooling layer selection, where the kernel and stride
settings are rendered irrelevant. Consequently, the NNI experiments
with six input data combinations culminate in 1717 valid outcomes
that are subsequently subjected to Pareto front analysis, details of
which will be elaborated upon in the succeeding sections.

Given the dimensions of our task and inspired by the favorable
outcomes of a CNN model in the reference paper by Wu et al. [38],
it is anticipated that a streamlined architecture, less complex than
the baseline ResNet-18, would effectively address our objective—an
efficient and accurate ResNet-based model on the resource-limited
hardware. This informed expectation propels our quest to unearth
architectural configurations optimized for classification efficiency.

In deep learning model evaluation, assessing a model’s perfor-
mance on a dataset often involves partitioning the data into dis-
joint subsets for training and testing. One commonly employed
technique for this purpose is k-fold cross validation. This method
systematically divides the dataset into 𝑘 subsets or folds. In each
iteration, one fold serves as the validation set, while the remaining
𝑘 − 1 folds are used for training the model. This process is repeated
𝑘 times, with each fold being utilized as the validation set once.
The performance metrics obtained from each iteration are then
aggregated to provide a more comprehensive understanding of the
model’s performance. This technique offers several advantages,
including better utilization of available data, reduced variance in
performance estimation, and a more robust evaluation of model
generalization [9, 14, 32]. In the context of evaluation using the NNI
framework, a 5-fold cross-validation approach was introduced to
rigorously assess our model’s performance. Specifically, the average
accuracy over the 5-fold cross-validation process was calculated to
derive a more reliable estimate of the model’s performance. This
approach enhances the reliability of evaluation by mitigating the
potential impact of data variability within a single train-test split.
The average accuracy obtained over multiple cross-validation folds
provides a more stable and representative measure of how well the
model generalizes to new, unseen data. By integrating k-fold cross
validation into NNI evaluation strategy, a robust assessment of the
model’s performance that considers its consistency across different
subsets of the dataset is strengthened. In this work, the NNI run on
NVIDIA A100 GPU [2] with NNI Retiarii v2.10 [20].

3.3 Inference Latency Prediction: nn-Meter
nn-Meter emerges as a versatile and comprehensive framework
designed to assess and comprehend the inference performance of
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Hardware name Device Framework Processor ±10% Accuracy
cortexA76cpu Pixel4 TFLite v2.1 CortexA76 CPU 99.00%
adreno640gpu Mi9 TFLite v2.1 Adreno 640 GPU 99.10%
adreno630gpu Pixel3XL TFLite v2.1 Adreno 630 GPU 99.00%
myriadvpu Intel Movidius NCS2 OpenVINO2019R2 Myriad VPU 83.40%

Table 2: Hardware Performance Comparison of nn-Meter Predictors [22]

neural network models in embedded devices. In response to the
escalating complexity of modern neural architectures and the press-
ing need for rigorous model analysis, nn-Meter stands as a critical
solution. The nn-meter tool offers users access to four distinct
latency predictors, each tailored to specific computational envi-
ronments. These predictors are named as follows: cortexA76cpu,
adreno640gpu, adreno630gpu, and myriadvpu. Each predictor is de-
signed to simulate the inference latency of neural network models
within a particular computational context, taking into account the
unique characteristics of the hardware and software setup, which
is detailed in Table 2. By encompassing a range of computational
environments from mobile CPU and mobile GPU, to Intel VPU,
nn-meter allows for a comprehensive assessment of how inference
latency might vary across different platforms. Recognizing that
inference latency can significantly differ based on the computa-
tional environment, the process of predicting and understanding
latency becomes paramount. As neural network models are de-
ployed across various devices and hardware configurations, it’s
imperative to account for these differences to ensure optimal per-
formance. This is where the predictive capabilities of nn-meter’s
various predictors come into play. By simulating inference under
distinct computational conditions, these predictors enable users to
anticipate latency variations and make informed decisions when
deploying models. Predicting latency using different settings allows
developers and data scientists to uncover potential bottlenecks or
advantages associated with specific hardware setups. To facilitate
effective model configuration evaluations, a thorough and com-
parative analysis of inference latency is essential. Consequently,
nn-meter employs all four predictors to forecast latency values
in distinct computational environments. These predictors capture
the intricacies of various hardware and software setups, providing
a nuanced understanding of how different configurations impact
inference performance. To arrive at a comprehensive evaluation
metric, the average latency value is derived from the predictions
generated by the four predictors. This approach ensures that the
model configurations are assessed comprehensively across a spec-
trum of potential computational scenarios, thereby enabling more
informed decisions when selecting the optimal configuration for
deployment. In this work, the nn-Meter run on NVIDIA RTX 2970
super GPU [3] with Microsoft nn-Meter v2.0 [22].

3.4 Pareto Front Analysis
Pareto front analysis, rooted in the Pareto optimality principle, is a
pivotal concept in multi-objective optimization. In scenarios with
multiple conflicting objectives, it focuses on identifying a set of
solutions that strike optimal trade-offs. These solutions form the
Pareto front—a collection of non-dominated points where no solu-
tion is superior in all objectives without deteriorating in others. By
showcasing the trade-off spectrum, decision-makers can navigate
complex decision spaces, aiding them in making informed choices

that align with their priorities and preferences [6]. This concept
finds application across diverse domains, offering insights into the
intricate balance of competing criteria [5].

• Non-dominated solutions: These solutions lie on the
Pareto front and present optimal compromises between con-
flicting objectives, showcasing a balance where improving
one objective inevitably leads to a deterioration in others.
Identifying non-dominated solutions allows decision-makers
to explore trade-offs and select configurations that best align
with their desired outcomes.

• Dominated solutions: The solutions are inferior to at
least one other in all specified objectives. They are excluded
from the Pareto front because they can be improved without
drawbacks in other objectives. Dominated solutions provide
a benchmark against which non-dominated solutions are
compared, allowing researchers to assess the performance
improvements achieved by the Pareto optimal solutions.

In diverse domains, the application of this concept provides valu-
able insights into the delicate balance between competing criteria.
This paper employs Pareto front analysis to emphasize three key
objectives in model configurations, quantified by NNI [20, 23] and
nn-Meter [22, 41]: maximizing prediction accuracy (in percents),
minimizing inference latency (in milliseconds), and minimizing
memory consumption (in megabytes). The goal is identifying the
optimal model configuration that excels across these dimensions.

Considering prediction accuracy, inference latency, and memory
usage is crucial when designing neural network models, especially
for resource-constrained environments. These three factors rep-
resent fundamental aspects of model accuracy and efficiency that
directly impact the practicality and usability of the model in real-
world applications. Accuracy is a fundamental metric that measures
the model’s ability to correctly classify input data. In many cases,
accuracy is a machine learning model’s primary goal, as it deter-
mines its reliability and effectiveness. However, achieving high
accuracy can come at the cost of increased model complexity, lead-
ing to higher memory usage and longer inference times. Balancing
accuracy with other factors ensures that the model is not overly
complex and remains efficient, even in scenarios where computa-
tional resources are limited.

Inference latency refers to the time it takes for a model to pro-
cess an input and produce an output. In real-time applications,
such as autonomous vehicles, robotics, or mobile devices, low infer-
ence latency is crucial to ensure timely responses. High inference
latency can lead to delays, making the model less practical for time-
sensitive tasks. Optimizing inference latency is especially important
for applications requiring quick decisions, such as object detection
in real-time video feeds. Memory usage pertains to the amount
of memory required to store and execute the model. Models with
high memory requirements may not be deployable on devices with
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limited memory capacity, such as edge or IoT (Internet of things)
devices. Efficient memory usage is particularly important in sce-
narios where hardware resources are constrained, as it enables the
model to run smoothly without causing memory-related issues.

Through Pareto front search, non-dominated solutions were
identified among the given model configurations. However, it’s
important to note that while these solutions are non-dominated,
they might not guarantee true Pareto optimal outcomes in a general
concept. The introduction of additional model configuration op-
tions could potentially reveal superior solutions. Notably, as model
configuration involves integer parameters, achieving a continuous
Pareto front is unfeasible [4, 29, 30]. Thus, pursuing genuine Pareto
optimal solutions would require exploring all feasible model con-
figurations, a task not addressed in this study. Nonetheless, our
research successfully extracted non-dominated solutions from our
experimentation efforts. After identifying the three-dimensional
Pareto optimal solutions encompassing our objectives, we further
explored model configurations, considering factors such as the
number of channels, batch size, and specific model settings. These
findings shed light on the intricate interplay of multiple objectives
within the context of our study.

4 EXPERIMENTS
We tested six variants of the ResNet-18 benchmark with parameter
combinations of two distinct input channels and three different
batch sizes. This extensive exploration resulted in a total of 1,717
validate unique model configurations, each with its respective NNI
outcome. The three-dimensional representation of all the Pareto
front analysis results, visualizing the three objectives, can be seen
in Figure 3. As shown in Table 3, among the 1717 model outcomes,
the inference accuracy ranged from 76.19% to 96.13%. The inference
latency spanned a range from 8.13ms to 249.56ms, while the model
memory usage fluctuated between 11.18MB and 44.69MB according
to the model complexity. From our Pareto front analysis, out of
the 1,717 model configurations, we obtained five non-dominated
solutions. These are prominently marked as red dots in Figure 3.
To emphasize the connections among the non-dominated solutions,
they are normalized within their respective ranges.

Inference Accuracy Inference Latency Memory Usage
Min 76.19 % 8.13ms 11.18MB
Max 96.13 % 249.56ms 44.69MB

Table 3: The objective value ranges

In the analysis of the NNI results combined with the Pareto
front, we identified five non-dominated solutions that met three
distinct objectives: inference accuracy, inference latency, and model
memory. These solutions are comprehensively detailed in Table 4,
in which column names are explained as follows:

• ‘channels’: the input channels of the images.
• ‘batch’: the batch size for training and inference.
• ‘accuracy’: the average accuracy out of 5-fold cross-validation
during NNI search.

• ‘latency’: provides the average inference latency for each
model across four predictors from nn-Meter.

• ‘lat_std’: the standard deviation of the inference latency
across four predictors from nn-Meter.

Figure 3: Pareto front analysis result

• ‘memory’: the memory requirement to store the model in
the onnx file format.

Additionally, the rest of the various parameters, namely ‘stride’,
‘padding’, ‘pool_choice’, ‘initial_output_feature’, ‘kernel_size’,
‘stride_pool’, and ‘kernel_size_pool’, form the backbone of the
search space for NNI, which is introduced in Figure 2.

In the review of model configurations, those with the smallest
initial output feature, kernel size, and padding values were chiefly
responsible for the least model memory footprint, registering at
11.18MB. Two standout non-dominated results emerged: one show-
casing the shortest inference latency at 8.13ms, and the other point-
ing out the highest inference accuracy at 96.13%. Beyond these,
three additional non-dominated results neither achieved the peak
accuracy nor the minimum latency.

Upon comparing these solutions with the findings of the ref-
erence study [38] whose accuracy ranges from 95.92% to 97.43%,
a significant observation arises: despite the reduction in training
epochs by half, from 10 to 5, in response to time limitations imposed
by the multiple NNI testing, the accuracy remains on par.

Also, we compare our identified non-dominated models with
the conventional ResNet-18 model. We evaluated these models in
terms of prediction accuracy, inference latency, latency standard
deviation, and memory usage for six benchmark variants with two
distinct input image channels and three batch sizes. In the NNI
experiments, we train each model for five epochs and evaluate
them with 5-fold cross validation. The results are shown in Table 5.

Upon comparison, it became evident that all our non-dominated
models surpassed the general ResNet-18 in several aspects: they
boasted lower inference latencies, displayedmore consistent latency
performance across varied hardware or predictors, and required
less memory for model storage. Notably, while making these im-
provements, we ensured that the inference accuracy remained on
par with, if not better than, the general ResNet-18 model.

Moreover, while the five non-dominated results exhibit varied
model configurations, it is shown that they have some common-
alities. For instance, in Figure 4, all these non-dominated mod-
els consistently utilize the smallest kernel size, the least number
of channels, larger stride, and minimal padding size. These com-
mon traits provide valuable insights into model design tailored for
resource-limited hardware on image classification applications.
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channels batch accuracy latency
(ms) lat_std memory

(MB) kernel_size stride padding pool_choice kernel_size_pool stride_pool initial_output_feature

7 16 96.13 8.19 4.59 11.18 3 2 1 0 3 2 32
5 16 95.45 8.23 4.66 11.18 3 2 1 0 2 2 32
7 8 95.79 18.3 16.02 11.18 3 2 1 1 3 2 32
5 8 94.68 8.13 4.53 11.18 3 2 1 0 3 2 32
5 8 93.97 18.24 15.96 11.18 3 2 1 1 3 1 32

Table 4: The Pareto optimal solutions for three objectives: the inference accuracy, the inference latency, and the model memory.

Figure 4: Radar Plots Revealing 5 Non-Dominated Solutions: Mapping Model Configurations and Objectives. (Red circles
represent configurations without Pooling layers, while green circles indicate configurations with Pooling layers.)

channels batch accuracy latency (ms) lat_std memory (MB)
5 8 92.9 31.91 20.36 44.71
5 16 93.6 31.91 20.36 44.71
5 32 89.67 31.91 20.36 44.71
7 8 94.76 32.46 20.96 44.73
7 16 95.37 32.46 20.96 44.73
7 32 94.51 32.46 20.96 44.73

Table 5: Evaluation on six ResNet-18 benchmark variants.

5 DISCUSSION
Through our NNI experiments and subsequent Pareto front anal-
ysis, we discerned two significant observations concerning the
experimental design:

(1) Duration of the NNI Experiments: The NNI experiments
tend to be time-consuming. As an illustration, the experiment
with 5 input channels and batch size 8 spanned 9 hours and
20 minutes, while the one for 7 input channels and the same
batch size lasted an extensive 29 hours and 3 minutes.

(2) Potential for Search Space Optimization: Insights from
the Pareto front analysis and the non-dominated results sug-
gest potential streamlining opportunities in the search space.
For instance, confining the padding size to 1 can effectively
curtail the combination permutations in the search space.

The presented findings suggest several potential pathways for
refining NNI experiments. One promising strategy involves using
the NVIDIA Nsight system [1] to profile NNI experiments’ resource
utilization and computational load. Such data would be invaluable

for adjusting various experimental configurations, from the num-
ber of trials to the nuances of the search space, ultimately paving
the way for a more resource-efficient NAS for the development
of critical and streamlined neural network models [34, 42]. Addi-
tionally, improving the capacity of hardware-aware NAS through
utilizing parallel execution on multi-GPU platforms [8, 16], along
with leveraging advanced network interconnect clusters [19, 35],
could ensure enhanced efficiency in model experimentation and
design.

6 CONCLUSION
In conclusion, this paper addresses a crucial challenge in the realm
of deep learning: the optimization of neural network models for
efficient image classification on computational resources-limited
hardware. Through a comprehensive exploration using techniques
like NNI and nn-Meter, this paper has delved into the intricate
interplay between model architecture, accuracy, inference latency,
and memory usage. The results unveiled a series of non-dominated
solutions that showcase a delicate balance of these objectives, of-
fering a tangible step forward in the quest for efficient yet accurate
models.

Pareto front analysis has provided a deeper understanding of the
trade-offs and synergies between accuracy and efficiency. These
non-dominated solutions, consistently surpassing the conventional
ResNet-18 model in multiple dimensions without compromising ac-
curacy, present a promising avenue for efficient image classification.
Their shared traits, such as small kernel sizes, minimal padding, and
optimized channel counts, shed light on design principles tailored
for resource-constrained environments.
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In a world increasingly reliant on edge computing and mobile de-
vices, the findings of this study hold significance beyond the realm
of academia. This paper offers practical insights for deploying neu-
ral network models in real-world scenarios with limitations on
computational resources, fostering a bridge between cutting-edge
research and practical implementation. Through meticulous exper-
imentation, rigorous analysis, and thoughtful interpretation, this
paper contributes to the ongoing journey of making deep learning
more accessible and effective for a broader range of applications.
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A SUMMARY OF EXPERIMENTS REPORTED
A.1 Introduction
This document contains the experiment description, the hardware
configuration, and the software setup in this paper. In the first part,
we will describe how the experiments are organized. In the second
part, we will present the source of the datasets, the software ver-
sions, the hardware we used for the experiments, and the processes
to reproduce the results shown in the paper. An overview of the
process of the project are described in the following:

(1) Data downloading and data processing.
(2) Neural Architecture Search experiments running.
(3) nn-Meter experiments running based on the NAS results.
(4) nn-Meter results gathering, Pareto-front analysis, and figure

drawing.

A.2 Figures Usage
The input image figures in Figure 1 can be drawn by Artifact 8.
We provide an interactive version of the Figure 3 with the link https:
//jiwonbaik96.github.io/dlgpu/pareto. The figure can be generated
by running the Artifact 7.
Figure 4 can be generated by running the Artifact 7.

A.3 Platform Usage
The NNI experiments are running on the local setup with:

• NVIDIA A100 PCIe 40GB
• Intel(R) Xeon(R) Gold 6330 CPU 2.00GHz
• AlmaLinux 8.5
• Python 3.9.17
• Pytorch 2.0.1 + cu117
• NNI Retiarii v2.10

The nn-Meter and Pareto front analysis are running on the local
setup with:

• NVIDIA GeForce RTX 2070 super
• AMD Ryzen™ 5 3600
• Windows 11
• Python 3.10.9
• Pytorch 2.0.1 + cu117
• Microsoft nn-Meter v2.0

A.4 Experiments Usage
The experiments in this project are divided into three parts: dataset,
searching, and prediction. Their corresponding artifacts are ex-
plained below:

• Dataset: the datasets are described in Section 2.1. Using
Artifacts 1, 2, 3, and 4 to download and generate the corre-
sponding data files for training and testing.

• Searching: searching includes the implementation of the
baseline model introduced in Section 3.1 and the NNI de-
scribed in Section 3.2. Using Artifact 5 to run the search
experiment.

• Prediction: prediction contains the latency prediction by
nn-Meter introduced in Section 3.3 and Pareto Front Analysis
described in Section 3.4 in this project. Using Artifact 6 and
7, respectively.

B CREATED OR MODIFIED ARTIFACTS
B.1 Artifact 1
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
ClippedSample_4Areas.zip
Artifact name: ClippedSample_4Areas.zip

B.2 Artifact 2
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
DataRead.py
Artifact name: DataRead.py

B.3 Artifact 3
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
VICalculation.py
Artifact name: VICalculation.py

B.4 Artifact 4
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
channels.ipynb
Artifact name: step0.merge_data.ipynb

B.5 Artifact 5
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
step1.NNI.ipynb
Artifact name: step1.NNI.ipynb

B.6 Artifact 6
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
step2.nn-Meter.ipynb
Artifact name: step2.nn-Meter.ipynb

B.7 Artifact 7
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
step3.pareto_front.ipynb
Artifact name: step3.pareto_front.ipynb

B.8 Artifact 8
Persistent ID: https://github.com/SHUs-Lab/SHDA23YL/blob/main/
channels.ipynb
Artifact name: channels.ipynb
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